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Image size CPU spatial CPU spectral GPU (Tesla M1060) GPU (gtx 285) speedup £ 624007 1
1007 0.01 0.14 0.629x 10~ * 159 B
8007 0.52 0.86 0.22x 102 0.16 x 10”2 325 =§ | - -
20007 3.32 4.8 0.13x 107 0.925x 1072 359 :
40002 13.33 0.578%x 10 0.398%x 10 334 1 0e+00y
Speedup results for our GPU implementation relative to a CPU based spatial and spectral filter 4,06_011' : . ’
implementation. The CPU experiments were performed on a AMD Phenom Il X4 995 CPU at 3.2 number of GPU cores
GHz. The spatial convolution was implemented in fortran and compiled with gfortran with 5 oo
optimization flags: -O3 -mtune=athlon64-sse3 -fast-math -unroll-all-loops -~ 6o [
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